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K-armed bandit problem: parametric setting

Bernoulli rewards:

ν =
(
B(µ1), · · · B(µa) · · · ,B(µK )

)

· · · · · ·

Game: for each round 1 6 t 6 T :
1. Player pulls arm At ∈ {1, ..,K}.
2. He gets a reward Yt ∼ B(µAt ).
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Regret
Player wants to maximize

E
[ T∑

t=1
Yt

]
,

equivalently, minimize his regret

RT = Tµ? − E
[ T∑

t=1
Yt

]
,

where µ? = max
a=1,...,K

µa.

Chain rule

RT =
K∑

a=1
(µ? − µa)E

[
Na(T )

]

(∼ T worst case)

where Na(T ) =
∑T

t=1 I{At=a}.
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Ideas of strategy

• First idea: pull an arm uniformly at random at each round.
⇒ Exploration ⇒ RT ∼ T

• Second idea: pull the current best empirical arm,

At+1 = argmaxa∈{1,··· ,K}µ̂a,Na(t) µ̂a,Na(t) =
t∑

s=1
Ys IAt=a/Na(t)

⇒ Exploitation ⇒ RT ∼ T

⇒ Exploration-Exploitation tradeoff

⇒ RT ∼ log(T )
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UCB algorithm

Algorithm 1: UCB

Initialization: Play each arm once.
For t = K to T − 1, do
1. Compute for each arm a the upper confidence bound

UUCB
a (t) = µ̂a,Na(t)︸ ︷︷ ︸

Exploitation

+
√

log(t)
2Na(t)︸ ︷︷ ︸

Exploration

2. Play At ∈ argmaxa∈{1,··· ,K}UUCB
a (t).
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Upper Confident Bound

X1, · · · ,Xn i.i.d.∼ B(µ) with µ̂n =
∑n

k=1 Xk/n

Hoeffding inequality for x < µ

P(µ̂n < x) 6 e−2n(x−µ)2
.

With probability at least 1− δ

µ 6 µ̂n +

√
log(1/δ)

2n .

UCB index δ = 1/t

UUCB
a (t) = µ̂a,Na(t) +

√
log(t)
2Na(t)
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Regret bound

Theorem
For the UCB algorithm, for all a such that µ? − µa > 0

E
[
Na(T )

]
6

1
2(µ∗ − µa)2 log(T ) + o

(
log(T )

)
,

therefore (Chain rule)

RT 6
∑

a: µ?>µa

1
2(µ? − µa) log(T ) + o

(
log(T )

)
.

Is that the best we can do? ⇒ Lower bound
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Kullback-Leibler divergence

For two probability distributions P and Q

KL(P,Q) =


∫

log
(

dP
dQ

)
dQ if P � Q

+∞ else.

Example with Bernoulli

kl(p, q) := KL
(
B(p),B(q)

)
= p log p

q + (1− p) log 1− p
1− q
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An asymptotic lower bound

Strategy which always pulls the same arm ⇒ assumptions on the strategy.

Definition
A strategy is consistent if for all bandit problems ν, for all suboptimal arms
a, i.e., for all arms a such that µ? − µa > 0, it satisfies E

[
Na(T )

]
= o(Tα)

for all 0 < α 6 1.

Theorem (Asymptotic lower bound from Lai & Robbins)
For all consistent strategies, for all suboptimal arms a,

lim inf
T→∞

E
[
Na(T )

]
log T >

1
kl(µa, µ?)

.
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Sketch of proof 1/2

a suboptimal arm (µ? − µa > 0).
Modified bandit problem with µ′a > µ?:

ν =
(
B(µ1), ..,B(µa), ..,B(µK )

)
ν ′ =

(
B(µ1), ..,B(µ′a), ..,B(µK )

)
Information at time t: Y 1:t = (Y1, · · · ,Yt).

Eν
[
Na(T )

]
kl(µa, µ

′
a) = KL

(
PY1:T
ν , PY1:T

ν′
)

contraction of entropy > KL
(
PNa(T )/T
ν , PNa(T )/T

ν′
)

projection > kl
(
Eν
[
Na(T )

]
/T , Eν′

[
Na(T )

]
/T
)
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kl(p, q) > p log(1/q)− log(2) >
(
1− Eν

[
Na(T )
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/T

︸ ︷︷ ︸
o(1)

)
log T

T − Eν′
[
Na(T )

]

︸ ︷︷ ︸
O(Tα)

− log(2)
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For all α ∈ (0, 1]:

lim inf
T→∞

Eν
[
Na(T )

]
log T >

1− α
kl(µa, µ′a) .
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Sub-optimality of UCB

UCB
lim sup
T→∞

E
[
Na(T )

]
log T 6

1
2(µa − µ?)2 ,

Lower bound
lim inf
T→∞

E
[
Na(T )

]
log T >

1
kl(µa, µ?)

.

Pinsker inequality
kl
(
µa, µ

?) > 2(µa − µ?)2
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Chernoff Bound

X1, · · · ,Xn i.i.d.∼ B(µ) with µ̂n =
∑n

k=1 Xk/n

Chernoff inequality for x < µ

P(µ̂n < x) 6 e−nkl(x , µ) 6
Pinsker

e−2n(x−µ)2

Inverting for u = kl(x , µ)

P
(
µ̂n < µ and kl(µ̂n, µ) > u

)
6 e−nu

New upper confidence bound, with probability 1− δ

µ̂n > µ or kl(µ̂n, µ) 6 log(1/δ)
n

µ 6 sup
{
µ′ > µ̂n : kl(µ̂n, µ

′) 6 log(1/δ)
n

}
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Get the right constant: kl-UCB algorithm

Algorithm 2: The kl-UCB algorithm.

Initialization: Pull each arm of {1, ..,K} once.
For t = K to T − 1, do
1. Compute for each arm a the upper confidence bound

Ukl
a (t) = sup

{
µ′ > µ̂a(t) : kl

(
µ̂a(t), µ′

)
6

log(t)
Na(t)

}
.

2. Play At ∈ argmaxa∈{1,..,K}Ua(t).
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Get the right constant: kl-UCB algorithm

Theorem
For the kl-UCB algorithm, for all a such that µ? − µa > 0

E
[
Na(T )

]
6

1
kl(µa, µ?)

log(T ) + o
(

log(T )
)
,

Lower bound
lim inf
T→∞

E
[
Na(T )

]
log T >

1
kl(µa, µ?)

.
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K-armed bandit problem: non-parametric setting

Bounded rewards: νa ∈ P[0, 1]

(ν = ν1, · · · νa · · · , νK )

· · · · · ·

Game: for each round 1 6 t 6 T :
1. Player pulls arm At ∈ {1, ..,K}.
2. He gets a reward Yt ∼ νAt .

µa = E (νa)
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Lower bound
Theorem (Asymptotic lower)
For all consistent strategies, for all arms a such that µ? − E (νa) > 0,

lim inf
T→∞

E
[
Na(T )

]
log T >

1
Kinf(νa, µ?)

.

Kinf(ν, µ) := inf
{
KL(ν, ν ′) : E (ν ′) > µ

}

E(ν′) = µ
×ν

Kinf(ν, µ)
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Sub-optimality of kl-UCB

kl-UCB
lim sup
T→∞

E
[
Na(T )

]
log T 6

1
kl(µa, µ?)

,

Lower bound
lim inf
T→∞

E
[
Na(T )

]
log T >

1
Kinf(νa, µ?)

.

Pseudo-Pinsker inequality

Kinf(νa, µ
?) > kl

(
E (νa), µ?

)
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Sub-optimality of kl-UCB

kl-UCB
lim sup
T→∞

E
[
Na(T )

]
log T 6

1
kl(µa, µ?)

,

Lower bound
lim inf
T→∞

E
[
Na(T )

]
log T >

1
Kinf(νa, µ?)

.

Pseudo-Pinsker inequality

Kinf(νa, µ
?) > kl

(
E (νa), µ?

)
Reduction to kl for Bernoulli:

Kinf(B(µa), µ?) = kl(µa, µ
?)
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Sub-optimality of kl-UCB

kl-UCB
lim sup
T→∞

E
[
Na(T )

]
log T 6

1
kl(µa, µ?)

,

Lower bound
lim inf
T→∞

E
[
Na(T )

]
log T >

1
Kinf(νa, µ?)

.

Pseudo-Pinsker inequality

Kinf(νa, µ
?) > kl

(
E (νa), µ?

)
inf
{

KL(ν, ν ′) : E (ν ′) > µ
}

︸ ︷︷ ︸
Kinf(ν,µ)

> inf
{

KL(ν ′′, ν ′) : E (ν ′) > µ, E (ν ′′) = E (ν)
}

︸ ︷︷ ︸
kl
(

E(ν), µ
)
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Index ?

Move from empirical mean µ̂n to empirical distribution ν̂n = 1/n
∑n

k=1 δXk

New index

Ukl
a (t) = sup

{
µ′ > µ̂a(t) : µ′ ∈ [0, 1], kl

(
µ̂a(t), µ′

)
6

log(t)
Na(t)

}

UKL
a (t) = sup

{
Eν ′ > E

(
ν̂a(t)

)
: ν ′ ∈ P[0, 1], KL

(
ν̂a(t), ν ′

)
6

log(t)
Na(t)

}

= sup
{
µ′ : µ′ ∈ [0, 1], µ′ > µ̂a(t), Kinf

(
ν̂a(t), µ′

)
6

log(t)
Na(t)

}
.
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: ν ′ ∈ P[0, 1], KL

(
ν̂a(t), ν ′

)
6

log(t)
Na(t)

}

= sup
{
µ′ : µ′ ∈ [0, 1], µ′ > µ̂a(t), Kinf

(
ν̂a(t), µ′

)
6

log(t)
Na(t)

}
.
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KL-UCB algorithm

Algorithm 3: The KL-UCB algorithm.

Initialization: Pull each arm of {1, ..,K} once.
For t = K to T − 1, do
1. Compute for each arm a the upper confidence bound

UKL
a (t) = sup

{
µ′ > µ̂a(t) : Kinf

(
ν̂a(t), µ′

)
6

log(t)
Na(t)

}
.

2. Play At ∈ argmaxa∈{1,..,K}Ua(t).
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Non-parametric upper confidence bound

X1, · · · ,Xn i.i.d.∼ ν with ν̂n =
∑n

k=1 δXk/n .

Deviations of kl

P
(
µ̂n < E (ν) and kl

(
µ̂n,E (ν)

)
> u

)
6 e−nu

Deviations of Kinf

P
(
Kinf

(
ν̂n,E (ν)

)
> u

)
6 e(n + 3)e−nu .

Open question: remove the factor (n+3) ?
Usually we want to control

T P
(
Kinf

(
ν̂n,E (ν)

)
> log(T )

)
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(
µ̂n,E (ν)

)
> u

)
6 e−nu

Deviations of Kinf

P
(
Kinf

(
ν̂n,E (ν)

)
> u

)
6 e����(n + 3)e−nu .

Open question: remove the factor (n+3) ?
Usually we want to control

T P
(
Kinf

(
ν̂n,E (ν)

)
> log(T )

)
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Variational formula

Kinf(ν, µ) = max
06λ61

Eν

[
ln
(
1− λX − µ

1− µ

)]
.

If E (ν) = µ. Convex family of probability distributions: dνλ
dν =

(
1− λ x−µ

1−µ

)

νλ = λν1 + (1− λ)ν

Worst family for ν:

Kinf(νλ, µ) = KL(νλ, ν)
× ν

Kinf(νλ, µ)

µ

× νλ

ν1×
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Variational formula

Kinf(ν, µ) = max
06λ61

Eν

[
ln
(
1− λX − µ

1− µ

)]
.

If E (ν) = µ. Convex family of probability distributions: dνλ
dν =

(
1− λ x−µ

1−µ

)

νλ = λν1 + (1− λ)ν

Worst family for ν:

Kinf(νλ, µ) = KL(νλ, ν)
× ν

Kinf(νλ, µ)

µ

× νλ

ν1×
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Variational formula

Kinf(ν, µ) = − min
06λ61

KL(ν, νλ) = 0.

If E (ν) = µ. Convex family of probability distributions: dνλ
dν =

(
1− λ x−µ

1−µ

)

νλ = λν1 + (1− λ)ν

Worst family for ν:

Kinf(νλ, µ) = KL(νλ, ν)
× ν

Kinf(νλ, µ)

µ

× νλ

ν1×



Setting UCB algorithm Lower bound kl-UCB algorithm KL-UCB algorithm

Asymptotic optimality of KL-UCB algorithm

Theorem
For the KL-UCB algorithm, for all a such that µ? − E (µa) > 0

E
[
Na(T )

]
6

1
Kinf(νa, µ∗)

log(T ) + o
(

log(T )
)
,

Lower bound
lim inf
T→∞

E
[
Na(T )

]
log T >

1
Kinf(νa, µ?)

.
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